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Let’s start this presentation with a short question. In order to improve my English, every week I receive a tip by e-mail concerning the English language, most of the times contrastive to Dutch – my native language.  

 

Do you congratulate someone with or on their birthday? 
 

I think most English speaking people in the audience should know the answer, it is as follows …
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As a non-native coming from another country, with another cultural background, I would have never known this. In the Netherlands it is custom to congratulate someone ON? or WITH? their birthday. ‘Gefeliciteerd!’ And we do shake hands and even kiss if it is someone we know well. 

 

This example clearly shows how much culture is intertwined with language. In the following presentation I will talk about the work of the Certificate of Dutch as a Foreign Language to find out more about the influence of culture on the results of our language exams. We have done an exploratory research and we would like to get your feedback on it.

Sheet 4
I will first introduce myself shortly. My name is Bregje van Oel and I work for the Certificate of Dutch as a Foreign Language. CNaVT in short. Two universities run the CNaVT project. The university I work at is the University of Amsterdam and the university of my Flemish colleagues is the Catholic University of Louvain. 

 

The CNaVT is somewhat comparable to large exam systems like Cambridge, TOEFL etc. Comparable in the sense that the exams are meant for people living abroad. This means that our exams are administered all around the world. Literally from Madrid to Jakarta and from Warsaw to Rio de Janeiro. Dutch is just a small language. For the moment we have about 2500 candidates each year. 
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One of the main principles of the CNaVT is functional and authentic testing of language. We try to develop exams that are an as good as possible representation of what people in real life have to be able to do with a language in a given culture and context.

The exams of the CNaVT are built around the needs of language learners. This means that we start from the needs for learners to learn Dutch. Each of our 6 exams represents one of the main functional language domains. For example, we have the exams Societal Dutch, Professional Dutch, Dutch in Higher Education. The relationship between what is tested and the situations in which someone wants to or has to function is crucial.

 

We test task-based. The real life language tasks of a certain domain are represented by exam tasks. The exam tasks have a realistic context and this helps us determine if the candidate will be able to perform in real, everyday situations. The tasks are the fundamental units in our exams; they function as the basis for both domain analysis and exam development; our exams are built upon a defined set of domain-related tasks. 

 

I must make one important note here: our tasks are divided into different items: content and form items. These items are artificial divisions to make our exams scorable and to be able to use IRT analysis.
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We base ourselves on the assumption that by corresponding closely with the language tasks in the target domain, we can extrapolate performance on an exam task to performance on a real life language task, both of the tasks being similar. So, by testing task-based, representing the real life language use tasks, we enhance our validity argument. 

 

Unfortunately, it is very difficult to be sure that your exam is ‘valid’ for the full 100%. Other factors might interact with the language proficiency to be tested. For instance background factors of groups of candidates. It is possible for groups to differ in for example preparation, in how the instructions are explained. But it is also possible that groups differ because of something inherent in the tasks themselves. And it is this last source of variance that is of special interest to us, because we do not want our test items to test anything else than the language proficiency relevant to the domain. If they do test something different, this can lead to bias: scores of groups of candidates are distorted, because the items favor some groups over others, caused by a construct irrelevant factor. A good definition of bias is that bias is a factor that makes a one-dimensional test item multidimensional: the item measures more than the defined and intended construct. So bias can be seen as construct irrelevant variance and must be avoided at all times.
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Since our exams are administered all around the world, you can imagine there being a lot of different groups of candidates, with different backgrounds. Different cultural backgrounds. Our exams test whether someone will be able to function in the Dutch language is specific language domains. These domains are of course not free of culture: the Dutch and Flemish culture are present in our exams. 

 

So, it could be that an item in our exams behaves differently for groups with a culture closer to the Dutch culture compared to groups with a culture more distant from the Dutch culture. The effect of culture can occur on different levels: on the level of concepts, on the level of sayings, on the level of exam format, or on the level of the relation between examiner and candidate. For example: in some Asian countries it is inappropriate to disagree with someone with more social power, in exam situations, this is the examiner. On the other hand, in the societal domain, you can imagine a task in which the candidate has to complain in a store about a purchased good. So in this example, if an Asian candidate performs badly on a complaint task, it is not necessarily because of poor language proficiency. But: complaining is intrinsic to the target domain, and therefore intrinsic to the exam task. 

 

As you can see, this causes a dilemma.
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Or better said: a tension. A tension between on the one hand the fact that culture and language are inextricably bound up with each other and that that is what we want to test, since it is the most authentic and direct way of language testing. On the other hand the fact that we want to avoid our tests being culturally biased. We don’t want our exam items to disadvantage certain groups of candidates on the basis of their cultural background. However, there is a thin line between cultural aspects inherent to the language proficiency to be tested and cultural aspects that disadvantage some groups and have nothing to do with our construct.

 

Actually, this tension can be seen as a tension between two testing principles: validity on the one hand and reliability on the other. Validity in the sense that we want our exams to measure what we say it measures, reliability in the sense that we want to be able to state that the scores on our exams are not influenced by other factors than the ones intended. 

  
Our exams have to be fair to our candidates. The candidates must be confident that the scores of all different subgroups can be interpreted in a similar way. This means we have to do our best to prevent them from favoring some groups over others. And that is what we have started out to do this year. 
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The best way to find out if items might work differently for different groups is to start by carrying out a DIF analysis. DIF stands for Differential Item Functioning and can be seen as the technical view of bias. An item shows DIF if candidates with the same language proficiency have a different chance of a correct score. In other words: a DIF analysis detects items that measure a construct differently across subgroups. It must be said though that DIF is a matter of degree. There can be marginal DIF, or large DIF. There are several methods for detecting DIF, from more classic statistical analyses to IRT analyses.

 

But it does not end here. DIF analysis unfortunately does not tell us which factors are causing the differential item functioning. After the items have been detected that show significant DIF, research has to be done to find out which are the causing factors. The best way to do this is by obtaining judgements about the possible causing factors from different relevant experts. You have to implement a number of judgements since identifying the causing factor is never objective. 

 

And finally, after causing factors have been identified, it has to be decided if the factors are or are not part of the construct the test claims to measure. An important reference document in this phase of the analysis is the description of the construct, in our case the domain descriptions, the contextualised tasks. When the answer is ‘no’, the DIF cause is not a part of the construct, which means that there is bias. So here the difference between DIF and bias becomes evident. DIF only tells us that items function differently for different subgroups, but it doesn’t tell us what the cause of that difference is. Nor whether it is part of the construct or not. Only when it is decided that the causing factor isn’t part of the construct, you can call it bias: the test unintentionally disadvantages a subgroup. In our case: we try to find out whether the items are culturally biased. When it is concluded that they are, they have to be removed from the test.
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This year we have conducted an item bias analysis for one of our exams: PTIT, or Touristic and Informal Language Proficiency. This can be seen as a preliminary research, to see how we can best incorporate a cultural bias analysis in our procedures.

 

In the exam were 130 items, spread over two exam versions, 9 tasks per version. All language proficiencies are tested in the exam.

 

Normally we run a Facets analysis, to see how candidates, items and raters perform. It is possible to run a bias analysis in Facets, so this time we added the facet ‘country’. Country being the concrete form of cultural background. We only took into account the countries with at least 10 candidates per exam version. In the end, 12 countries participated in the analysis. Countries like for example Germany, Belgium, Indonesia, Poland, South-Africa.

 

We searched for interactions between the facets ‘item’ and ‘country’ to find out if there might be DIF (Differential Item Functioning) in our exam items. 

 

To determine if an item shows DIF, you can look at how much DIF an analysis detects, but also in how many different analyses DIF is detected. Therefore we ran a Mantel-Haentzel analysis on all the DIF interactions that came out of the Facets analysis. 
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In total Facets analysed 1324 interactions.

 

Of those 68 showed DIF: 56 of which were items disadvantageous to a subgroup, 12 of which were advantageous to a subgroup. 
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As said, on these interactions we performed the Mantel-Haentzel analysis. The table shows how many items with DIF were detected in Facets, or in Facets and MH. 

 

So, in total 36 items showed DIF in both the statistical procedures. 9 of those worked to the advantage of a subgroup, most of those items being content items. With ‘content’ I mean the items which test if a candidate is able to understand or use the information in a text correctly.

 

27 of the items worked to the disadvantage of a subgroup, 11 of which were content, 16 of which were form. 

 

The percentage of DIF items detected by Facets and MH is 2,7% (36 of 1324), 0,7% being advantageous, 2% being disadvantageous. 
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The next step was to find out what the possible sources of DIF could be. Since it was a preliminary research, we let team members look at the items combined with the country and decide what could be the causing factor. Why did this item work differently for this country than for the others? It turned out to be very difficult to determine this factor with any certainty. 

 
To illustrate this, here is one of the items with DIF for the country Indonesia: it was an item about a cell phone. The task was to fill in a form about a missing object. The candidate had lost it’s cell phone and fill in it’s personal data, the time and location of the loss and a description of the object. The task came along with pictures describing the situation. The description of the object turned out to be really difficult for the Indonesians. The exact question (in literal translation) was: What sort of object have you lost? The relevant picture was this:

 

The team members thought the concept of cell phones might be somewhat new in Indonesia, this is what we have heard from teachers from Indonesia in the last years. Although we also learned that even in Indonesia, cell phones are becoming more regular in everyday life, this could be a explanation for the DIF. After we had determined what might be a probable explanation, causing the DIF in the items, we had to decide if that factor was or was not part of our construct. In this phase we went back to our domain descriptions, our descriptions of language tasks. We then came to the conclusion that being able to describe technical objects were not a minimal requirement to being able to function in a touristic domain. This item therefore, could be deleted from the exam. You can say that it was culturally biased, that it worked differently for a subgroup on the basis of construct-external cultural factors. There was substantive DIF. 
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The next item I would like to show you is an item where we found it much more difficult to determine the DIF cause was. It concerns the country Russia. The Russian candidates found it very difficult to answer the following question. The question was posed in a letter from a so-called friend.

 

What could be the causing factor for DIF here? Why did the Russians perform much worse on this item than other countries? Maybe it’s the case that Russians don’t go on holidays? Or they don’t spend it in the same way as we do? Maybe they don’t travel. The team was pretty indecisive about this item. That made it extra hard to determine if the causing factor was part of the construct. In the end we decided that holidays and how they are spent in the Netherlands and Flanders, is part of the touristic domain and that this item could remain in the exam. Only statistical DIF was detected.
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After the DIF analysis we evaluated the analysis to see if and how we could incorporate it in our ongoing data analysis. We ended up with a couple of issues concerning the bias-analysis. 

 

The first issue has to do with categorisation: on what basis should you divide the total group of candidates to see if culture might influence outcomes? For this analysis we made the rigorous choice to divide on the basis of nationality. Because it is the most clear cut of possibilities. However, you question this division. What is nationality? Is there one culture per nationality? I think it is common sense to say that more than one culture might exist within one country. Or subcultures. Let’s look at a country like Belgium, The northern Flanders part is totally different in culture than the southern Walloon part. But they live in one country. Vb geven van cult.versch. To define countries as categories is simplistic. However, it is very difficult to find other clear cut lines.

Researching the possible causes of DIF was a difficult task, since there may be many different causes. Of course we divided the total group of candidates on the basis of nationality, but still many factors other than cultural background may be at work on an item at the same time. For instance socio-economical status, or first language. Since our group of candidates is very diverse, ranging from Madrid to Jakarta, it is very difficult to pinpoint it. You would have to research the subgroups as well. In the case of the Russian example I gave, it would be good to go to Russians and ask their opinion.

 

Another issue concerning this bias analysis has to do with the last step of the analysis. How to determine that DIF is actually part of the construct, or not. Our task-based perspective on language testing per definition makes our construct multidimensional: language occurs in context. This means that apart from the language proficiency, factors like culture might be part in the construct.  So we have to take this context into account. To determine however where the border between construct relevant and irrelevant lies, and how frequent something is within the target domain, is a difficult exercise. On the other hand it challenges us to further define our construct.

 

Finally we have a practical issue with bias analysis. The analysis, if you want to do it right, is also a very time consuming activity. Unfortunately we do not have much time, since we perform only post-analyses. The time between exam administration and getting the results has to be as short as possible. 
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As you can see, there are some problems with implementing the bias analysis in our ongoing data analysis. Of course the best solution would be to find DIF before the item goes into the test. Although we are not able to pre-test all the items, we have built in lots of filters to rule out, or at least minimalize cultural bias in our test items.

 

In the construction phase we very carefully check if exam tasks might be culturally coloured. This means that the content of the task must not be too specific towards one culture, mostly the Dutch-speaking culture. Here we are always trying to determine where the border between construct relevance and irrelevance lies. If we think knowledge of a certain aspect of culture is needed to fulfil the task, we will explain the aspect in the context, so that it cannot become a threshold for people who are not familiar with that aspect. Voorbeeld?

 

We also generate a lot of input from different stakeholders about possible cultural bias in our exams. Experts from all over the world with different cultural backgrounds feedback our exams in an early phase, paying extra attention to cultural bias. As I said before, it is not possible for us to do extensive pre-testing, but we do pilot the exams with a small group of candidates of Dutch as a second language. After the pilot administration we interview the candidates, also concerning cultural bias. This gives us detailed information about possible cultural factors affecting our test items. If we feel that the factor is not part of our construct, we will let go of the task, or change the task completely.

 

Finally we also communicate a lot with our stakeholders: the teachers and candidates. What type of exam tasks can they expect in the exam? This is very important, since test format can also be a cultural thing. In some cultures, the task based approach is not so obvious. Classroom practice is sometimes still very classical, and not aimed at individuals needs.

 

So now, how are we going to implement the DIF analysis discussed before? To implement the analysis completely is a very time-consuming activity, not feasible for our practice. Therefore we choose to run a DIF analysis only whenever there is reason to. For instance, after the exams are administered, they are sent back to Leuven, where they are rated centrally. With the exams, the examiners also send their evaluation forms. What did they think of the exam? Were there tasks they thought were too difficult, and why? If the examiners write about a task or item possibly being culturally biased, we will run the DIF analysis. If the suspicion is correct, we will remove the item or task from the exam and the candidates are not harmed by it. 

Another possibility is when we find suspicious systematics in our data. Voorbeeld? We then can research this by running a DIF-analysis.
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In the future, we plan to do more research on the subject. What about non-uniform DIF? What if one group performs better at high ability levels, than at low ability levels? What then is the relationship between cultural factors and language ability? We would also like to look in more detail at step 2 of the DIF analysis. Determining the possible causes of DIF. Because this was only a preliminary research, we were not able to enlist external experts, or even the candidates themselves. 

 

We would like to have more insight in the subject, so that we can further define our construct: what cultural aspects are relevant to our construct? This then, we can also communicate to our stakeholders. And in that way we can keep our exams as fair to our candidates as possible.
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